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BBenenue

Kaggle — cucrtema opraHu3anuy KOHKYPCOB 10 MCCJICIOBAHHUIO JAHHBIX, a
TaKk)Ke COIMaIbHAs CETh CICHUAJMCTOB MO 00pabOTKEe NaHHBIX M MAIIUHHOMY
oOyuennro. Cpena opraHm3oBaHa Kak MmyOimuHas BeO-mmaTdopma, Ha KOTOpPOH
MI0JIb30BATEIM ¥ OpraHU3aIlliy MOTYT IyOJIMKOBATH HAOOPHI TaHHBIX, UCCIEAOBATh
¥ CO3/1aBaTh MOJIEIIM, B3aUMOJCHCTBOBATh C APYTHMH CIEIIAATMCTAMU 10 JAHHBIM
U UWHXEHEpaMH TI0 MAIIMHHOMY OOYYEHHWIO, OpPTraHW30BBIBATH KOHKYPCHI IIO
WCCJICIOBAHUIO JAHHBIX U y4acTBOBaTh B HUX. B cucreMe pasmenieHbl HaOOpHI
OTKPBITHIX JTaHHBIX, MPEIOCTABISIIOTCS OOJIAYHBIE WHCTPYMEHTHI I 00pabOTKH
JAHHBIX U MAIIMHHOTO 00yueHus. Takke peann3oBaHbl OOydYaroIIHe PEeCypChl,
UMeeTCs paslied I pa3MEIleHUs BaKaHCUW paboToAaTeNs MM, TAE€ TOXKE

BO3MOKHa Opranmn3anuns KOHKYPCOB JJIA 0T60pa HaWJIydIINX KaHJAuJ1aTOB.

B atoit cpene mbr Oynem paborars Hax npoekToM «Catch Me If You Can

(Alice)», koTopsblit ObLT pa3paboTaH KomnaHuen SAHaexc.



1.ITocTanoBKka 3aga4m

bynem pemats 3amauy uaeHTU(GUKAIMKY B3JIOMIIUKA 110 €r0 MOBEJACHUIO B
cetd MHTepHET. DTO CI0KHAs U MHTEPECHAS 3a/1aya Ha CTHIKE aHaJIu3a JaHHBIX U
MOBEJCHYECKON mcuxoyorud. B kauecTBe mpumepa, kommnaHusi SHAekc peraer
3a7a4y HACHTU(UKALNUK B3JIOMIIMKA MOYTOBOTO SIIMKA MO €ro moBeaeHuio. B
JIByX CIIOBaX, B3JIOMINMK OyneT ce0s BECTM HE TaK, KaK BIajenel] sIIuKa: OH
MOJKET HE yAAJIATh COOOUIEHMs Cpa3y MO MPOYTEHHUH, KaK 3TO JAejal XO34UH, OH
OyIeT Mmo-ApyroMy CTaBUTh (IaXKKH COOOILIEHHSIM U JaXXe MO-CBOEMY JBUTaTh
MpIlIKOM. Torma Takoro 3J0yMBINIJIEHHHMKAa MOKHO HAEHTU(GUUIUPOBATh U
"BBIKMHYTBH' U3 MOYTOBOTO SIIMKA, NPEIJIOKUB XO3IMHY BOWTH mo SMS-komy.
OTOT TNWJIOTHBIA MPOEKT OMHMCaH B cTarbe Ha XaOpaxaOpe. Iloxoxkue Benm
nenarrcs, Hanpumep, B Google Analytics u ONMUCBHIBaIOTCS B HAyYHBIX CTaTbsIX,
HalTH MO>XHO MHOTOE 110 (hpa3zam "Traversal Pattern Mining" u "Sequential Pattern

Mining".

B sToM copeBHOBaHMM OyjaeM peliaTh MOXOXKYIO 3a/Jady: aJrOpuT™M OyaeT
aHaJM3UPOBaTh TOCJEA0BATEILHOCTh M3 HECKOJbKUX Be0-CalTOB, MOCEIICHHBIX
NOAPSIA OJTHUM M TEM K€ YEJIOBEKOM, W ONPENENATh, DJIUC 3TO WIW B3JTOMIIUK

(KTO-TO ApYyroOM).

JlanHble coOpaHbl ¢ MPOKCU-cepBepoB YHuBepcutTera biesa Ilackans. "A
Tool for Classification of Sequential Data”, asropsr Giacomo Kahn, Yannick

Loiseau u Olivier Raynaud.



2.Pa300op nporpaMMHOro Kojaa

[MToaknrouenue OMOINOTEK:

import eli5

from collections import Counter

import gc

import re

from pathlib import Path

from scipy.sparse import csr_matrix, hstack, vstack
import numpy as np

import pandas as pd
pd.set_option('display.max_columns', 168)

from IPython.display import display_html, display
import matplotlib.pyplot as plt

import seaborn as sns

sns.set(palette="muted")

from sklearn.feature_extraction.text import CountVectorizer, TfidfVectorizer

from sklearn.linear_model import LogisticRegression

from sklearn.metrics import roc_auc_score

from sklearn.preprocessing import StandardScaler, MinMaxScaler, OneHotEncoder

from sklearn.model_selection import TimeSeriesSplit, GridSearchCV, StratifiedKFold, KFold, cross_val_score
from sklearn.ensemble import RandomForestClassifier

from sklearn.svm import SVC

import warnings

warnings.simplefilter( ignore’, category=UserWarning)
warnings.simplefilter( ignore’, category=FutureWarning)

C03I[aHI/Ie JBYX CIIMCKOB C Ha3BaHHUSIMU IIPU3HAKOB.

SEED = 7
sites = [f'site{i}’ for i in range(1, 11)]
times = [f'time{i}’ for i in range(1, 11)]

3arpy3ka o0yuaroiiei 1 TECTOBOM BHIOOPKH:

train_df = pd.read_csv(PATH/ train_sessions.csv', parse_dates=times, nrows=None)
print(train_df.shape)
train_df.head()

test_df = pd.read_csv(PATH/ test_sessions.csv', parse_dates=times, nrows=None)
print(test_df.shape)
test_df.head()

Jloructuueckas perpeccus:

logit = LogisticRegression(C=1., solver='liblinear’, random_state=SEED)
time_cv_split = TimeSeriesSplit(n_splits=18)
skf_cv_split = StratifiedKFold(n_splits=18)



dyukuus cross_val_scheme, B kotopoii cuntaercs crossvalscore:

def cross_val_scheme(model, X_train, y_train, cv_split, site_features, extra_features=None):
cv_scores = cross_val_score(model, X_train, y_train, scoring='roc_auc', cv=cv_split, n_jobs=-1)

print(f'CV Scores \n {cv_scores}')

print(f'Mean cv score: {cv_scores.mean()} \t Std cv score: {cv_scores.std()}")

model.fit(X_train, y_train)

if extra_features is not None:

all_features = site_features + extra_features
else:

all_features = site_features

display_html(eli5.show_weights(model, feature_names=all_features, top=38))

if extra_features is not None:

print(pd.DataFrame({ Feature': extra_features, 'coef':

return model, cv_scores

model.coef_.flatten()[-len(extra_features):]}))

OyHKIUs vectorize sites, MPUMEHSIONAs BEKTOPU3AIINIO JaHHBIX

def vectorize_sites(train_df, test_df, sites_df, params):

train_sessions = train_df[sites].fillna(®@).astype(np.int32).apply(lambda row:
test_sessions = test_df[sites].fillna(@).astype(np.int32).apply(lambda row:

vectorizer = CountVectorizer (**params)
train_sessions = vectorizer.fit_transform(train_sessions)
test_sessions = vectorizer.transform(test_sessions)

return vectorizer, train_sessions, test_sessions

'.join([sites_df[site] for site in row]), axis=1)
".join([sites_df[site] for site in row]), axis=1)

®dynkuus add_time features, BeiesstOIast IPU3HAKU, CBA3aHHBIE CO BPEMEHEM

MOCEIEHNS CAUTOB.

def add_time_features(df):

+

LTy

.
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tmp_df = pd.DataFrame()
cat_feats = []

tmp_df[ start_month'] = df[ time1’].dt.month
cat_feats.append('start_month')
tmp_df[ start_year'] = df[ timel’].dt.year
tmp_df['year_month'] = 12%(df[ timel1'].dt.year - 2813) + df['timel’].dt.month

cat_feats.append( year_month")

tmp_df[ ' start_weekday'] = df[ timel1’].dt.dayofweek
cat_feats.append( ' start_weekday")

tmp_df['start_weekend'] = (tmp_df['start_weekday'] > 4).astype(np.int32)

tmp_df[ ' start_hour'] = df[ timel’].dt.hour
cat_feats.append('start_hour")

# Alice is mostly active

tmp_df[ 'active1213'] = df[ time1’].apply(lambda t: 12 <= t.hour <= 13).astype(np.int32)
tmp_df[ active1618°] = df[ timel’].apply(lambda t: 16 <= t.hour <= 18).astype(np.int32)
tmp_df["hour915'] = df['time1’].apply(lambda x: (x.hour == 9 or x.hour == 15)).astype( 'int")
# Alice not active
tmp_df[ 'activeB®911'] = df[ timel'].apply(lambda t: 9 <= t.hour <= 11).astype(np.int32)
tmp_df[ " start_minute’] = df[ timel’].dt.minute
tmp_df['minutespent’] = (df['timel’'].dt.hour * 68) + df[ ' timel’].dt.minute

tmp_df["morning

tmp_df[ day’ ]
tmp_df['evening’

tmp_df[ night']

'] = ((df[ timel1'].dt.hour >= B) & (df[ timel’].dt.hour <= 5)).astype(np.int32)
((df[ time1'].dt.hour >= 6) & (df[ timel1’].dt.hour <= 11)).astype(np.int32)
= ((df['time1’].dt.hour >= 12) & (df['timel’].dt.hour <= 17)).astype(np.int32)

((df[ timel’].dt.hour »= 17) & (df[ timel'].dt.hour <= 23)).astype(np.int32)

tmp_df[ is_quarter_end’] = df[ time1'].dt.is_quarter_end.astype(np.int32)

return tmp_df, cat_feats



One-hot encoding:

train_split = train_time_data.shape[8]

full_time_data = pd.get_dummies(pd.concat((train_time_data, test_time_data)), columns=cat_feats, drop_first=True)
train_ch_data = full_time_data[:train_split]

test_oh_data = full_time_data[train_split:]

@OyHKIMs create submission, MOATOTaBIMBAIONIAS JAHHBIC JIJIST pa3MEIICHUS:

def create_submission(test_preds, session_ids, name="submission’):
df = pd.DataFrame({ session_id': session_ids, "target’: test_preds})
df.to_csv(f {name}.csv', header=True, index=False)
return df

HOIII"OTaBJII/IBaCM JaHHBIC UL pasMCIICHUA C IIOMOIIbBIO (1)YHKI_[I/II/I

create_submission:

logit.fit(train_data4, y_train)
test_preds = logit.predict_proba(test_datad)[:, 1]
test_sub = create_submission(test_preds, test_sessions)



3akJII04YeHue

Takum oOpa3om, B pe3yibTaTe MpoJeiIaHHOW paboThl ObUI MpUAyMaH U
peanu30BaH AJITOPUTM PEUICHUS 3aJadd WIACHTU(UKAIIMN B3JIOMIIUKA II0 €ro

noBegeHuto B cetu Uutepuet “Catch Me If You Can ("Alice")” Ha a3bike Python.



